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INTRODUCTION TO BEST-EVIDENCE SYNTHESIS

by Simon Moss


Introduction


Best-evidence synthesis is designed to overcome a key limitation of meta-analysis. To illustrate this key limitation, consider a typical meta-analysis, as illustrated in the following table


	Feature of this meta-analysis
	Example

	The researcher collates all the studies that fulfill some criterion
	· The researcher collects every study that has examined whether training in humility improves the behavior of research supervisors

	The researcher will extract the effect size of each study
	· First, as the following equation demonstrates, calculate the difference in mean between the treatment condition—supervisors who completed training in humility—and the control condition—supervisors who did not complete training in humility on candidate satisfaction
· Then, divide this difference by the standard deviation of candidate satisfaction
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	The researcher will then combine or pool all these effect sizes to generate one number
	· In this example, the effect size of each study is likely to vary
· For example, the effect sizes might be 0.54, 0.34, 0.54, 0.38, 0.18, 0.41, and 0.45
· The average of these values might be 0.41—a value that is considered moderate
· This number indicates training in humility improves supervisor behavior to a moderate extent

	The researcher then conducts a series of more sophisticated analyses
	




The problem, however, is this value of 0.41 is derived from a combination of excellent studies and flawed studies.  For example

· some of the studies might be randomized control trials—in which supervisors were randomly assigned to one of the two conditions—and hence the results are likely to be convincing
· other studies might be quasi-experiments—in which supervisors chose whether to attend the training or not—and hence the results are not as convincing (for information about diverse research designs, skim this document).  


Exclude studies

In the previous example, because some of the studies are limited in quality, a value of 0.41 might not characterise the actual effect size accurately.  To overcome this problem, researchers who conduct meta-analysis commonly apply two practices.  First, they might limit the meta-analysis to studies that are more likely to be valid.  The meta-analysis, for example, might comprise only studies that 

· randomly assigned the participants to conditions, and
· asked candidates to assess the performance of supervisors

Yet, several considerations limit the utility of this approach.  In particular

· when this approach is applied, the number of studies that are included in the meta-analysis might be inadequate.  For example, perhaps only four or so studies might fulfill this criterion—not enough studies to generate a convincing estimate of effect size
· even when this approach is applied, the qualities of studies might still vary.  Researchers might, for example, randomly assign participants to conditions but introduce some other feature that compromises the validity of a study.   







Ascertain whether effect size depends on the research design

Rather than exclude studies in which the quality is limited, researchers might assess whether the effect size depends on the quality of studies.  For instance 

· the pooled or average effect size of randomized control studies might be 0.7, whereas the pooled or average effect size of quasi-experiments might be 0.6
· a statistical test might show this difference is not significant
· because of this result, the researcher might conclude that effect size does not differ between randomized control studies and quasi-experiments
· hence, the researcher might then derive the pooled or average effect size from all studies—and generate an estimate of 0.65, for example 

But, even this systematic approach is often unsuitable.  To illustrate

· often, the number of studies is not sufficient to generate significant differences
· a non-significant difference could thus be ascribed to limited statistical power—and, therefore, is not especially informative

For instance, in the previous example, perhaps the number of studies was not enough to reveal the difference between randomized control studies and quasi-experiments.  The conclusion, therefore, may be tenuous. 





Overview of best-evidence synthesis


Best-evidence synthesis was designed to overcome these problems.  Specifically, to conduct a best-evidence synthesis, the researchers

· collate all the relevant publications on a topic, like a conventional meta-analysis
· develop their own criteria to rank the evidence or studies
· exclude all the evidence or studies that are ranked below some threshold
· extract the effect size from each of the retained studies
· construct a table that outlines the method and results of each retained study
· calculate the median effect size of sets or clusters of similar studies
· write the report.  

The remainder of this document outlines each of these phases in turn


Develop criteria to rank the evidence or studies

	Many scholars have developed principles that can be applied to rank the validity of various research designs.  One set of guidelines for example, called the Oxford Levels of Evidence, assume that randomised control trials generate the most compelling evidence, followed by cohort studies, case control studies, correlational studies, and case studies.  In contrast, advocates of best evidence syntheses do not impose a set of criteria that apply in all circumstances.  Instead, according to these scholars

· the criteria that researchers adopt to evaluate studies should depend on the purpose or objectives of the review
· hence, each review will utilize a distinct set of criteria to evaluate studies

So, how can you develop these criteria?  How can you decide which studies should be regarded as strong evidence and which studies should be regarded as tenuous evidence?  This section presents some guidelines you can follow



1 Utilise precedents

One simple approach is merely to apply the criteria that similar reviews have utilised in the past.  That is, locate a review in which the research question overlaps with your topic.  You could perhaps apply the criteria this review invoked.  The following table presents a subset of studies that have utilised best-evidence synthesis.  This approach is especially common in the fields of education and pain management but has also been applied in a diversity of other disciplines as well. 

 
	Reference
	Topic

	Bronfort, G., Haas, M., Evans, R. L., & Bouter, L. M. (2004). Efficacy of spinal manipulation and mobilization for low back pain and neck pain: a systematic review and best evidence synthesis. The spine journal, 4(3), 335-356.
	· The effects of spinal manipulation on back pain

	Jain, S., & Mills, P. J. (2010). Biofield therapies: helpful or full of hype? A best evidence synthesis. International journal of behavioral medicine, 17(1), 1-16.
	· The benefits or otherwise of biofield therapies—such as therapeutic touch or Reiki

	Pionek Stone, B., Kratochwill, T. R., Sladezcek, I., & Serlin, R. C. (2002). Treatment of selective mutism: A best-evidence synthesis. School Psychology Quarterly, 17(2), 168.
	· Treatment of selective mutism

	Reichow, B., & Volkmar, F. R. (2010). Social skills interventions for individuals with autism: Evaluation for evidence-based practices within a best evidence synthesis framework. Journal of autism and developmental disorders, 40(2), 149-166.
	· The benefits of interventions that are designed to improve the social skills of individuals diagnosed with autism

	Slavin, R. E. (1987). Ability grouping and student achievement in elementary schools: A best-evidence synthesis. Review of educational research, 57(3), 293-336.
	· The effect of assigning students to clusters that are similar in ability to achievement 

	Slavin, R. E., Cheung, A., Groff, C., & Lake, C. (2008). Effective reading programs for middle and high schools: A best‐evidence synthesis. Reading Research Quarterly, 43(3), 290-322.
	· The benefits of reading groups on high school students

	Veenman, S. (1995). Cognitive and noncognitive effects of multigrade and multi-age classes: A best-evidence synthesis. Review of educational research, 65(4), 319-381.
	· The effects of classrooms with children from multiple grades on various outcomes




2 Consider the degree to which independent variable is likely to be related to spurious variables

	Consider a study in which you want to compare supervisors who chose to participate in training in humility to supervisors who did not participate in training in humility on the satisfaction of their candidates.  Suppose that, if supervisors choose to participate in training in humility, their candidates tend to be more satisfied.  You might, therefore, conclude that training in humility is effective.  The complication, however, is that

· whether supervisors chose to participate in training in humility is likely to depend on many other considerations, called spurious variables, such as whether the individuals are receptive to novel experiences
· these spurious variables, and not the humility, may improve the satisfaction of candidates
· for example, individuals who are receptive to novel experiences may tend to be more effective supervisors, regardless of whether they receive training in humility  
  
In this instance, the independent variable or cause—that is, humility—is likely to be associated with a range of spurious variables, such as openness to novel experiences.  Some designs, such as  randomised control trials, nullify the effect of these spurious variables (for more information, read this document).  These designs should thus be deemed as preferable to other designs, such as quasi experiments.  In other circumstances, however

· the independent variable or cause, such as training in humility, is not as likely to be associated with spurious variables
· that is, whether individuals receive training in humility may not be associated with personal characteristics, regardless of the design
· in these circumstances, randomized control trials and quasi experiments may be deemed as similar in quality.  


3 Consider whether you want to prioritise statistical control or applicability

	When researchers apply some designs, such as randomised control trials, they can more confidently ascribe the pattern of results to the independent variable rather than other spurious variables—sometimes called internal validity.  To illustrate

· imagine a researcher who randomly assigns supervisors to two conditions: training in humility and no training in humility
· the researcher then discovers that candidates are more satisfied with their studies if their supervisor received training in humility
· the researcher can thus conclude, with some confidence, that training in humility is effective

However, to reach this conclusion, the researcher had to impose many artificial constraints.  For example, to be an effective study

· the candidates and supervisors may have been told to refrain from conversations about training—to guarantee that candidates do not know whether their supervisors completed this training
· supervisors were not permitted to interact with each other—to guarantee that supervisors did not share information about humility.   

Because of these artificial constraints, the intervention was contrived.  The effects of this intervention during the study might diverge from the effects of this intervention in everyday life. As this example shows, when researchers can be certain the results can be ascribed to a specific conclusion, called internal validity, they cannot be sure these results would generalise to other circumstances.  That is, generalisability, sometimes called external validity is limited.  Therefore

· researchers need to decide whether they want to prioritize internal validity or external validity
· for example, if researchers are more concerned about whether some intervention might be effective in everyday life, they might prioritize external validity and exclude contrived studies
· if researchers are more concerned about whether results can be ascribed to this intervention, they might prioritize these contrived studies in which other variables were controlled





4 Consider sample size

	When the number of participants is limited, the results are more likely to be misleading.  In these circumstances, a few random changes might transform the conclusions. Therefore, many researchers exclude studies in which the number of participants is inadequate—such as less than 15 individuals in each condition.  



Exclude all the evidence or studies that are ranked below some threshold

	After you have collated a collection of studies that have explored some research question and then decided how you will rank or prioritise these studies, you can now utilise this information to decide which studies to exclude and which studies to retain.  In practice, researchers might uncover several clusters of studies.  The following table illustrates three possible clusters

	Clusters of studies

	Studies that are ranked as acceptable, according to the criteria the researcher constructed

	Studies that are ranked as almost acceptable

	Studies that are ranked as unacceptable




Alternatively, the researcher might generate more specific clusters of studies.  The following table illustrates this possibility.  These clusters can then be utilised to guide the subsequent phases.  

	Clusters of studies

	Studies that utilized a randomized control trial, with a sample size about 100

	Studies that utilized a randomized control trial, with a sample size below 100

	Studies that utilized other designs, with a sample size about 100

	Studies that utilized other designs, with a sample size below 100: Excluded studies













Extract the effect size from each of the retained studies


	Next, you need to extract the effect size from each study you retained.  To illustrate, consider a study that reported the following information

	
	Condition 1: Intervention
	Condition 2: Control

	Mean
	15
	10

	Standard deviation
	5
	5

	Number of participants
	50
	50





You can utilise this information to compute the effect size.  Specifically, you can merely apply a formula called Cohen’s d.  Cohen’s d is basically the difference between the two means divided by the standard deviation within each condition.  In this example

Cohen’s d = (15-10)/5 = 1.0.


	To interpret this value, you can apply the following guidelines.  These guidelines imply the effect size is high in this example. 

· If Cohen’s d is about 0.2, researchers tend to conclude the effect size is small—almost imperceptible.  
· If Cohen’s d is about 0.5, researchers tend to conclude the effect size is moderate.  
· If Cohen’s d is about 0.8, researchers tend to conclude the effect size is high and quite obvious, even to a naïve observer.  


Unfortunately, in practice, because of several challenges, effect size is not always as simple to calculate.  For example

· the standard deviation often differs between the two conditions; in these instances, researchers need to utilize a more complicated formula
· when the number of participants is small, this formula tends to overestimate the actual effect size; to override this problem, researchers tend to apply a variant of this formula called Hedges g
· some publications do not report the mean, standard deviation, and sample size of each condition
· researchers sometimes include covariates or control variables in their design—and these covariates or control variables change the effect size

Because of these complications, to estimate the effect size of a study, researchers need to apply a range of formulas.  Rather than learn all these formulas, researchers could instead utilise R, a free software package that can be used to conduct most analyses.  


Download R and R studio

If you have not used R before, you need to download and install this software.  To achieve this goal

· visit https://www.cdu1prdweb1.cdu.edu.au/files/2020-08/Introduction%20to%20R.docx to download an introduction to R
· read the section called Download R and R studio
· although not essential, you could also skim a few of the other sections of this document to familiarize yourself with R.


Enter the code

	To calculate effect size, you need to enter some code.  The code might resemble the following display. At first glance, this code might look absolutely terrifying.  But actually, once explained, this code is straightforward.

	
install.packages("esc")
install.packages("compute.es")
library(esc)
library(compute.es)

#Utilise this code to derive Hedges g from the mean, standard deviation, and sample size of each condition

esc_mean_sd(grp1m = 10.3, grp1sd = 2.5, grp1n = 60, grp2m = 12.3, grp2sd = 3.1, grp2n = 56, es.type = "g")




	To implement this code, you could enter one row at a time in the Console, towards the bottom left quadrant.  But, if you want to enter the code more efficiently,

· in R studio, choose the File menu and then New File as well as R script
· in the file that opens, paste the code that appeared in the previous box
· to execute this code, highlight the instructions and press the Run button—a button that appears at the top of this file.  

You should not change the bold characters in this box.  You might change the other numbers and letters, primarily depending on the mean, standard deviation, and sample size of the studies in which you want to calculate the effect size.  In particular

· change the first set of three numbers to the mean, standard deviation, and sample size of the first condition
· change the second set of three numbers to the mean, standard deviation, and sample size of the second condition
· you can change the final “g” to a “d” if you want to compute Cohen’s d instead of Hedges g. 



Other formulas

	The last section of code in this previous example calculated the effect size—and derived this effect size from the mean, standard deviation, and sample size of each condition. If the publications do not report the mean, standard deviation, and sample size of each condition, you might be able to derive effect Hedges g from other information.  The following table outlines these circumstances and presents the code you might utilize in these circumstances. 

	Circumstance
	Sample code
	Explanation

	The publication has reported Cohen’s d but you want to use Hedges g

	hedges_g(d = 0.75, totaln = 50)
	· Instead of 0.75, enter the Cohen’s d the publication reported
· Instead of 50, enter the total number of participants in this study—the number of participants who were assigned to one of the two conditions

	The publication has reported an ANOVA to compare the two conditions
	esc_f(f=5.04,grp1n = 519,grp2n = 528,es.type = "g")

	· Instead of 5.04, enter the F value the publication reported
· Instead of 519 and 528, enter the number of participants assigned to each condition

	The publication has reported the mean, number of participants, and standard error—rather than standard deviation—of each condition
	esc_mean_se(grp1m = 8.5, grp1se = 1.5, grp1n = 50, grp2m = 11, grp2se = 1.8, grp2n = 60, es.type = "g")
	· After “grp1se=”, enter the standard error of the first condition
· After “grp2se=”, enter the standard error of the second condition

	The study included covariates
	Several options are available

· You could utilize the previous information, but enter the adjusted or estimated marginal means—instead of the sample means—if available 
· You could learn more about the package called compute.es
	· 





Construct a table that outlines the method and results of each relevant study

When researchers espouse the notion of a best-evidence synthesis, they are reluctant to combine the effect sizes of all the studies to generate a single conclusion.  They recognise the quality, design, and significance of the research varies appreciably across studies.  Because of this perspective, these researchers will tend to construct and present a table that outlines each of the studies in turn—at least the studies that were not excluded during a previous phase.  A standard table might resemble the following example

	Authors
	Design
	n
	Intervention
	Control
	Outcome
	Duration
	Mean age
	Results

	Smith (2020)
	RCT
	76
	Course on humility
	No course
	Student engagement
	3 days
	48
	X1 = 2
X2 = 3
Std = 
…

	Jones (2001)
	Quasi
	68
	Online module on humility
	Online module on IR
	Student satisfaction
	2 days
	38
	X1 = 2
X2 = 3
Std = 
…



	Which characteristics you include will depend on the field and intervention.  But, as the previous table illustrated, these characteristics will tend to include features of the design, intervention, population, and results.






Calculate the median effect size of multiple studies


	Although researchers who conduct a best-evidence synthesis do not conceptualise all studies as equivalent, they might still calculate one or more pooled or aggregate effect sizes.  However, in contrast to a conventional meta-analysis, these researchers will tend to 

· compute the median, instead of the mean, of the effect sizes derived from each study—to minimize the effect of outliers
· compute this median for distinct clusters of studies separately.  They might, for example, calculate this value for studies in which satisfaction was the outcome—and then calculate this value again for studies in which engagement was the outcome  



Write the report


	Whenever researchers conduct a best-evidence synthesis, their report may resemble the report of a conventional meta-analysis, but with some deviations.  For example, when writing the method, discuss the criteria that were utilized to exclude and retain studies.  To learn how to write the report, merely follow the arrangement of other best-evidence syntheses. 
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